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LLNL's Data Science Institute (DSI) ﬁl
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Student internship programs )
— Data Science Summer Institute (DSSI) . -
— Data Science Challenge (DSC)
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Data Science Consulting Service (DSICS) f o
Women in Data Science (WiDS)

Data Science Council consisting of
experts in respective areas

Open Data Science
— Open Data Initiative

Internal Staff Training Program (SEAM)

Workshops, seminars, cloud services,
newsletter, hackathons, and more!
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Open Data Initiative (ODI)
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https://data-science.llnl.gov/open-data-initiative - Share unique, complex,
real-world datasets
with the scientific

Open Data Initiative community

DATA SCIENCE INSTITUTE Our Mission Research Areas The Latest Open Data Initiative Partnerships Al3 Careers Summer Institute o

DATA SCIENCE
INSTITUTE

The DSI's Open Data Initiative (ODI) enables us to share LLNL's rich, challenging, and

. . . . ) .
unique datasets with the larger data science community. Our goal is for these datasets ° S t 1
to help support curriculum development, raise awareness around LLNLs data science up p O r C urrlc u um
efforts, foster new collaborations, and be leveraged across other learning
Contact dsi-odi@linl.gov to learn sas
more about collaborative opportunities. d eve 10 me nt
opportunities with this initiative.

As we develop this catalog over time, the data will represent a wide variety of key LLNL mission areas and may include subsets of

some of the world's largest datasets. We plan to provide data ranging in complexity from dense, featureful, labeled datasets with

well understood solutions to those that are sparse, noisy, and largely unexplored. These datasets can also be used to test novel
hardware solutions for scalable machine learning platforms.

.
Comp ional Fluid Dy ics Simulation Data of Spatial Deposition Vi ¢ In S p lre n. e W

New partnership results in Simulated Intracardiac Transmembrane Voltage Recordings and ECG Signals &

. V collaborations and

X-Ray CT Data of Additively Manufactured Octet Lattice Structures

Got Data?

Welcome, UCSD!

Derived Products from HCP-YA fMRI ~ l . t .t .
Zwicky Transient Facility (ZTF) Image Classification Using MuyGPyS N4 e a rn ln g O p p 0 r u n 1 16 S
In the news
Don't miss the latest DSI news. Dynamic 4DCT Datasets using MPM-Based Deformation &

Subscribe to our newsletter.

Video Dataset for Two-Photon Lithography Additive Manufacturing

Data Portal for COVID-19 Therapeutic Design ¥ @ Te S t h a rdw a re a n d

Interactive Visualization of Drugs and Therapeutic Agents in COVID-19 Open Research Dataset N4 .
Read Volume 40 3D Protein-Ligand Dataset for Anti-Viral Screening against SARS-CoV-2 N2 S C a la b le I I I a C I l I I I e
v

High-Performance Computing Application I/0 Traces

: learning solutions
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Open Data Initiative (ODI) Submissions ﬁl
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Zwicky Transient Facility (ZTF) Image Classification Using MuyGPyS D

Code repository® (LLNL-CODE-825407)

ZTF is a wide-field astronomical imaging survey seeking to
answer many of the universe's mysteries, by frequently
imaging billions of objects in our night sky. Understanding the
nature of dark matter and dark energy relies on accurately
mapping the universe around us, making distinguishing stars
from galaxies a crucial task for astronomers. Mislabeling stars
and galaxies poses a considerable problem for cosmological
models, and current methods for separating these

Star 1 Star 2

Galaxy 2 Galaxy 3

Galaxy 1

Simulated Intracardiac Transmembrane Voltage Recordings and ECG Signals ~

Code repository® (LLNL-CODE-764041) | Download® (LLNL-MI-835833) | Licensec

40 Building off LLNL's Cardioid code, which simulates the
electrophysiology of the human heart, a research team has
conducted a computational study to generate a dataset of

30 cardiac simulations at high spatiotemporal resolutions. The

MuyGPS, that can be applied to ima
that implements the MuyGPS meth
dataset of real stars and galaxies, to

o MuyGPS methodcr B dataget, which is publicly available for further cérdlac ma(hme
« Star/galaxy classification using E learning research, was bu.llt using real cardiac bi-ventricular
« ZTF homepager 90 = geometries and clinically inspired endocardial activation
@ patterns under different physiological and pathophysiological
E conditions.
10 The dataset consists of pairs of computationally simulated

intracardiac transmembrane voltage recordings and

electrocardiogram (ECG) signals. In total, 16,140 organ-level
0 simulations were performed on LLNL's Lassen

supercomputer, concurrently utilizing 4 GPUs and 40 CPU
cores. Each simulation produced pairs of 500ms-by-12 ECG signals and 500ms-by-75 transmembrane voltage signals. The
data was conveniently preprocessed and saved as NumPy arrays.

This project was funded by the Laboratory Directed Research and Development program (18-LW-078, principal investigator:
Robert Blake), and the paper "Intracardiac Electrical Imaging Using the 12-Lead ECG: A Machine Learning Approach Using
Synthetic Data"® was accepted to the 2022 Computing in Cardiology international scientific conference. Co-authors are
LLNL's Mikel Landajuela, Rushil Anirudh, and Robert Blake along with Joe Loscazo from Harvard Medical School.

View all datasets in the UCSD LLNL collectiond .

= Each dataset on

the ODI includes:

— Description

— Thumbnail

— Relevant paper
links

— Relevant code
repo links

— Background
information
links

— Release
numbers

— License
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Data Hosting (2 GB < Data < 500GB)

University of California, San Diego (UCSD) Research Data Library
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Dataset of Simulated Intracardiac Transmembrane Components
Voltage Recordings and ECG Signals —
== ko
omparn 122 Bl .-
[ License
Readme [ Notebooks
[ Simulations with endocardial
File Size 3.39 KB activation, reference bel and
reference gkr
File Format Plain text [ Simulations with endocardial
activation, fast conductivity, bel
variations and reference gkr
[ Simulations with endocardial
activation, fast conductivity, bcl
Principal Investigator
Collection

« Lawrence Livermore National Laborat
Cite This Work

Landajuela, Mikel; Anirudh, Rushil; Blake,
Transmembrane Voltage Recordings and H
Laboratory (LLNL) Open Data Initiative. Ut
https://doi.org/10.6075/JOSN094N

Description

The dataset consists of pairs of computati
voltage recordings and ECG signals. In tof
to create this dataset, using a range of cal
Simulations were performed at LLNL's La:
and 40 CPU cores. Each simulation produl
500ms-by-75 transmembrane voltage sigr]
concatenated and saved as matrices. Eac|
array. See the documentation for further d

Creation Date
2018 to 2020
Date Issued
2022

Authors

% Anirudh, Rushil
% Blake, Robert

% Landajuela, Mikel
Note

This work was prepared as an account of work sponsored by an agency of the United
States Government. Neither the United States Government nor Lawrence Livermore
National Security, LLC, nor any of their employees makes any warranty, expressed or
implied, or assumes any legal liability or responsibility for the accuracy, completeness, or
usefulness of any information, apparatus, product, or process disclosed, or represents that
its use would not infringe privately owned rights.

Reference herein to any specific commercial product, process, or service by trade name,
trademark, manufacturer, or otherwise does not necessarily constitute or imply its
endorsement, recommendation, or favoring by the United States Government or Lawrence
Livermore National Security, LLC.

The views and opinions of authors expressed herein do not necessarily state or reflect those
of the United States Government or Lawrence Livermore National Security, LLC, and shall
not be used for advertising or product endorsement purposes.

Funding

This work was performed under LDRD-18-LW-078 at Lawrence Livermore National
Laboratory. Copyright (c) 2022, Lawrence Livermore National Security, LLC. Written by Mikel
Landajuela (landajuelalai@Iinl.gov). Release number - LLNL-MI-835833.

Topics

% Bio-signals

% Cardiology

% Computational-cardiology

% Electrocardiogram

% Intracardiac-electrical-imaging

Format

% data
Language
« English
Identifier
Mikel Landajuela: https://orcid.org/0000-0002-4804-6513
Rushil Anirudh: https://orcid.org/0000-0002-4186-3502
Doi: https://doi.org/10.6075/J0SN094N
Related Resources
Primary associated publication

nted in 2022 Computing in Cardialogy hitns://cine aral

T
reference gkr

[ Simulations with inner
activation, fast conductivity, bel
variations and reference gkr

[ Simulations with inner
activation, fast conductivity, bel
variations and reference gkr
(second part of results)

[ Simulations with inner
activation, medium conductivity,
bel variations and reference gkr

[ Simulations with inner
activation, medium conductivity,
bel variations and reference gkr
(second part of results)

[k Simulations with inner
activation, slow conductivity, be
variations and reference gkr

[ Simulations with inner
activation, slow conductivity, bel
variations and reference gkr
(second part of results)

= Object Metadata Form

Data Title

Names, Identifiers (ORCID) &

Roles

Dates Created or Collected

Keywords/Topics (for
discovery)
Description

Scientific Domain (set list)

Identifiers (like DOI)
Related Publications and
Resources

Geographic Coordinates
(dd.dddd)

Copyright and Licensing
Thumbnail image

Lawrence Livermore National Laboratory
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Data Hosting (2 GB < Data < 500GB)

University of California, San Diego (UCSD) Research Data Library PATA.
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= Component Metadata Form

— Filename

— Short descriptive title
— Number of instances (rows)

— Number of classes

— Optional technical detail

= Data Deposit Page

— Minimal metadata to link to

other forms

— Place to upload .zip/.tar file
including all files you described
on the component metadata

form

Recordings and ECG Signals

Dataset of Simulated Intracardiac Transmembrane Voltage

Components

| Readme

[ ol 1

Component 10 of 22

@

variations and reference gkr

File Size 259 MB

File Format GZIP Format

Scope And  See documentation/documentation.pdf
Content

Details

Simulations with endocardial activation, medium conductivity, bcl

Description Results of simulation with endocardial activation, {gL,gT,gN} = {0.133418,
0.017606, 0.017606}, bcl € {1000, 600}, gkr is original value (0.153)

Technical Number of files : 1740, size : 296.023 megabytes

Research Data Library

Library's Quick Data Deposit (LiQuiDD) Form

“data” and and zip (or before uploading.

Please fill out the form below. * indicates required fields. If possible, organize your files into two folders '

The 500 GB file size limitis in place because transferring terabytes of data over HTMLS is extremely

slow. If you have files larger than that, please reach out to us directly at research-data-
curation@ucsd.edu and we will provide an alternative.

Contact Email*

user@example.com
Descriptive Title*
Title

Is this deposit a new version of a previous deposit?
Yes
No

DOI or URL of previous deposit (if known)

http://sample.com

Department*

Eile]

Names of people involved*

Dr. Josiah Carberry

© support RUSEERIES @ View file

[ Figures

[ License

[ Notebooks

[ Simulations with endocardial
activation, reference bel and reference
gkr

[ Simulations with endocardial
activation, fast conductivity, bel
variations and reference gkr

[ Simulations with endocardial
activation, fast conductivity, bcl
variations and gkr variations

[ Simulations with endocardial
activation, fast conductivity, bcl
variations and gkr variations (second
part of results)

[k Simulations with endocardial
activation, medium conductivity, bel
variations and reference gkr

[ Simulations with endocardial
activation, medium conductivity, bel

variations and gkr variations

Lawrence Livermore National Laboratory
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Data Hosting (Data > 500 GB)
LLNL's Green Data Oasis

= LLNL’s Green Data Oasis (GDO)

— Large data store (700 TB) on the
unrestricted LLNL network

— Intended to facilitate sharing of
scientific data with external
collaborators

— For each project:
* Avirtual host is created
* It hasit’s own IP address
* |t can runit’s own services without

interfering with other projects

— Fair share resource management is
used to prevent one project from
monopolizing resources

= |n process of setting up DSI space on
GDO, and creating streamlined

metadata collection documents
— Approved for 30TB as of now

GDO Front-End VM Servers (4) and
Storage Servers (2)

Hypervisor: VMware ESXi

Model: Cisco Hyperflex

Processor Type: Intel(R) Xeon(R) Gold 6240R CPU @ 2.40GHz
(2 processors per node)

Logical Processors: 96 x 4 = 384 total

Physical Cores: 48 x 4 = 192 total

Memory: 768 GB x 4 =3 TB total

Network: 2x25Gb per node

TOSS 3 (RHEL-7 based)

SSD storage + VAST storage

Each project has its own IP address, services, quotas

GDO Storage

54 TB - SSD total on-node storage for I/0 intensive projects
650 TB - Vast 1x1 Universal Storage System with 4x Vast
servers

Lawrence Livermore National Laboratory
LLNL-PRES-869554

G
NS

National Nuclear Security Administration

7



ODI Submissions Support Curriculum
Development for Students and Staff |
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2021 Challenge Problems

Star and Galaxy Classification

Mentors: Ryan Dana, Kerianne Pruett, an

Understanding the nature of dark matter
distinguishing stars from galaxies a crucig
researchers unravel the mysteries of the
upwards of billions of stars and galaxies,
manual classification methods.

Galactic objects emit waves on the electrd
Hyper Suprime-Cam= (HSC) telescope in
measures the amount of light that falls of

Challenge: Use data science techniques {
in a publicly available dataset of 34,000 iy

Tasks:

1.
2.
3
4,

Preprocess and normalize the data
Build an image classifier to classify
Train the classifier on labeled imag
Report relevant statistics in accurad

Star and galaxy images shown in pixel
arrays. (Click to enlarge.)

2022 Challenge Problem

Small-Molecule Inhibitors of SARS-CoV-2

Mentors: Hyojin Kim, Garrett Stevenson, and team

Since the beginning of the COVID-19 pandemic, the world has seen more than 600 million cases of the virus and more than 6
million deaths. LLNL is actively engaged in developing medical countermeasures for this and other emerging pathogens.

Traditional drug discovery involves many time-consuming and expensive experimental steps, and unpredictable variants can
complicate the process. Machine learning and other data science techniques can drastically accelerate drug discovery, which

is especially important in a global pandemic

For instance, LLNL researchers have been cd
identify a subset that can be developed into
conduct additional machine learning screen

Challenge: Work with datasets of virtual mg
antibodies to identify drug compounds that
means developing machine learning approa
main protease receptors of SARS-CoV-2 (the|

Tasks to predict binding affinity:

1. Use molecular descriptors to predict N
correlate with experimental binding a
2. Train a 3D convolutional neural netwo

Protein
(secondary struct

COVID-19 case data from the World Health
Protein-Ligand Binding Affinity Prediction w|

Modeling.

2023/2024 Challenge Problem

ML-Assisted Heart Modeling

Mentors: Mikel Landajuela and team

A highly useful and commonly used diagnostic tool, the electrocardiogram (ECG) provides a noninvasive, cost-effective
diagnosis of heart conditions. But the standard 12-lead ECG is inadequate for mapping the heart’s electrical activity in
sufficient detail for many clinical applications.

The students' tasks ranged from a simple classification problem—using machine learning to distinguish a healthy heart from
an abnormal heart and diagnosing the condition—to the most complicated task of reconstructing a full heart activation map
from 12-lead ECG data taken from 75 areas of the heart. The models can be used for heartbeat simulations and more
advanced diagnostics of heart conditions.

Challenge: Explore a data-driven approach to reconstructing electro-anatomical maps of the heart at clinically relevant
resolutions, combining input from the standard 12-lead ECG with advanced machine learning techniques.

- Read more about Machine Learning for Cardiac
Q w Electrocardiography® and download the code on GitHub® .
VBV ( :

P @
® ©

Lawrence Livermore National Laboratory

LLNL-PRES-869554
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Data Science Summer Institute (DSSI) ﬁl
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= ~30-40 students come to LLNL each s'ummer

— 50% supported by DSI to:
* take data science and machine learning courses
» Work through a data science challenge problem as a team
* Present challenge problem results as a team with a poster

— 50% funded by a LLNL project to do research
* Present summer research with a 5 minute talk

= Challenge problems are current ODI datasets, derived from an existing ODI
dataset, or will soon be an ODI dataset

Lawrence Livermore National Laboratory N A‘ 520;‘1 9
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Data Science Challenge (DSC) ﬁl
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= Annual intensive 2 week
program for students to work
through machine learning

problems as a group

— ~50 students a summer

— Contracts currently with 4
minority serving institutions

— 10 teams consisting of 1 grad
student leading 4 undergrad team ) g e —
members = . '

— Teams have diverse backgrounds

School

year in school

Major

level of data science background

etc.

— DSC exposes students to
* LLNL mission areas
* machine learning topics
 strengthen presentation teamwork,

and leadership skills

— Same dataset is used as the DSSI

challenge problem

v - TE P o
.........

Lawrence Livermore National Laboratory N A‘ Sf_o;“ 10
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Shared Education in Al and ML (SEAM) ﬁl
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- 12-week long professional development sessions on Al/ML topics.

« Work in 3-person cohorts with 1 mentor, to learn, code, and report.

» Current courses utilize ODI datasets!

Course topics:

SEAM Capstone Presentations

End of Cohort 1 - May 2024 o . Deep Iearning for
Y computer vision

 Surrogate modeling and
optimization

- Single agent
reinforcement learning

Lawrence Livermore National Laboratory NVYSE

LLNL-PRES-869554 National Nuclear Security Administration
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Dataset Submission Incentives ﬁl
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= LDRD Projects :
J ) ’3\ LABORATORY DIRECTED
— Datasets are a recognized form of DO RD ceserrcH s DEVELOPMENT
— DOI publication numbers are The Objectives

provided by UCSD

— DSI pushing to make quality dataset
submissions as important as peer
reviewed journal publications

= We supply a P/T for 8-12 hours for PI’s to supply all relevant metadata, and create
supporting materials (such as Jupyter notebook tutorials)

= Curriculum development for student and staff programs
— Data Science Summer Institute (DSSI)
— Data Science Challenge (DSC)
— Shared Education in Al and ML (SEAM)

. . Al
Lawrence Livermore National Laboratory N A‘ SZ?;‘ 12
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Challenge Problem vs.

ODI Submission ﬁl
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Simulated Intracardiac Transmembrane Voltage Recordings and ECG Signals 2

Code repository® (LLNL-CODE-764041) | Download (LLNL-MI-835833) | Licensec

40 Building off LLNL's Cardioid code, which simulates the
electrophysiology of the human heart, a research team has
conducted a computational study to generate a dataset of
cardiac simulations at high spatiotemporal resolutions. The
dataset, which is publicly available for further cardiac machine
learning research, was built using real cardiac bi-ventricular
geometries and clinically inspired endocardial activation
patterns under different physiological and pathophysiological
conditions.

@w
S

2
Time (msec)

The dataset consists of pairs of computationally simulated
intracardiac transmembrane voltage recordings and
electrocardiogram (ECG) signals. In total, 16,140 organ-level
0 simulations were performed on LLNL's Lassen

supercomputer, concurrently utilizing 4 GPUs and 40 CPU
cores. Each simulation produced pairs of 500ms-by-12 ECG signals and 500ms-by-75 transmembrane voltage signals. The
data was conveniently preprocessed and saved as NumPy arrays.

S

This project was funded by the Laboratory Directed Research and Development program (18-LW-078, principal investigator:
Robert Blake), and the paper "Intracardiac Electrical Imaging Using the 12-Lead ECG: A Machine Learning Approach Using
Synthetic Data"e was accepted to the 2022 Computing in Cardiology international scientific conference. Co-authors are
LLNL's Mikel Landajuela, Rushil Anirudh, and Robert Blake along with Joe Loscazo from Harvard Medical School

View all datasets in the UCSD LLNL collectione

= ODI submissions require:

— A dataset

— Information about that dataset

— Minimal required metadata
depending on which hosting
method

— ML problem might not be
apparent!

& landajuela / cardiac_challenge  Pubiic

<> Code (O Issues

[0 Files

¥ main

Q Gotofile

> M figures

> I geometry
~ @ notebooks

[ gitignore

[ cardiac_mi_tools.py

[ task_1_getting_started.ipynb
[ task_2_getting_started.ipynb
[ task_3_getting_started.ipynb
[ task_4_getting_started.ipynb

v @ tutorials

[ DSC_regression-tutorial.ipynb

[ eval_diagram.jpg

11 Pullrequests (® Actions [ Projects (@ Security |2 Insights
cardiac_challenge / README.md (&
& landajuela Remove year

[ Preview | Code  Blame 192 lines (140 loc) - 0.7 kB

Machine Learning for Cardiac Electrophysiology

If you find this repository useful, we ask that you cite our works in section Citations. Also, don't forget to
it useful!

L1 Notifications

Yook B
6712470 - 1ast
raw (0 |

this repository if you find

This repository contains the code for the Data Science Challenge problem on machine learning for cardiac electrophysiology. It contains
tutorials on machine learning, as well as notebooks to get you started with the challenge. These notebooks are meant to be a starting point

for the challenge, and you are encouraged to modify them as you see fit. In particular, you are encouraged to use any machine learning
framework of your choice (e.g. PyTorch, TensorFlow, JAX, etc.) and any machine learning model of your choice (e.g. neural networks,

Mikel Landajuela. Code implementation is based on the code repository cardiac_ml.

[ image_classifier_tutorial_v1.2.ip...

random forests, etc.). The repository also provides a set of helper functions to load the data from Dataset of Simulated Intracardiac
Transmembrane Voltage Recordings and ECG Signals. A useful resource for getting started with the challenge is the Medium Blog post by

[ train_diagram.jpg Resources
[ gitignore
[ LICENSE  Dataset: Dataset of Simulated i Voltage and ECG Signals
0 NoTice « Medium Blog post : Medium Blog post
« Code Repository : cardiac_ml
g README.md + Paper: iac Electrical Imaging Using the 12-Lead ECG: A Machine Learning Approach Using Synthetic Data
download_intracardiac_dataset.sh
Description

= Challenge problems require:
— Notebooks for getting started with data
(reading in, visualizing, normalizing, etc.)

— Clear machine learning task(s) (ex:
“classify X vs. Y”, “predict Z2”)
— Dataset

Lawrence Livermore National Laboratory
LLNL-PRES-869554
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Open Data Science Summary
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Currently have:
— LLNL-developed datasets being hosted on the ODI to showcase LLNL projects, capabilities, and missions
— A set of datasets used for student and staff training programs

On the horizon:

— Streamlining metadata collection to abide by ODI requirements, and various hosting option requirements
— Working with PI’s to understand how we can turn existing ODI submissions into challenge problems

— Hosted intro data analysis and machine learning tutorials

Long-term vision:
— Hosted data, dashboards, LLNL-developed tools, demos, tutorials, etc., across all classification levels for
open release to anybody on that network

= Pain points:
— Coming up with a one-size-fits-all submission metadata requirements list
— Motivating projects to submit datasets in the first place
— ODI € - challenge problem development
— Organizing so many types of useful tools, beyond data
— Curating intro material for staff and students:
« HPC (Ex: Slurm scripting)
« Data Analysis (Ex: how to open various file types and visualize, best normalization techniques)
* Machine Learning (ex; different methods and what they are each best for, understanding what different
models are doing inside the “black box”, etc.)

= We are open to linking to other online DOE lab resources, collaborating on data standards,
learning about similar data or student program efforts, or just general thoughts or feedback!

Lawrence Livermore National Laboratory N Sﬁf_o‘;l 14
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data-science.llnlL.gov

dsi-odi@linl.gov

datascience@llnl.gov

datascience-jobs@llnl.gov

dssi-core@llnl.gov

data-science.llnl.gov/newsletter

B Lawrence Livermore
National Laboratory

Disclaimer

This document was prepared as an account of work sponsored by an agency of the United States
government. Neither the United States government nor Lawrence Livermore National Security, LLC,
nor any of their employees makes any warranty, expressed or implied, or assumes any legal liability
or responsibility for the accuracy, completeness, or usefulness of any information, apparatus,
product, or process disclosed, or represents that its use would not infringe privately owned rights.
Reference herein to any specific commercial product, process, or service by trade name, trademark,
manufacturer, or otherwise does not necessarily constitute or imply its endorsement,
recommendation, or favoring by the United States government or Lawrence Livermore National
Security, LLC. The views and opinions of authors expressed herein do not necessarily state or reflect
those of the United States government or Lawrence Livermore National Security, LLC, and shall not be
used for advertising or product endorsement purposes.
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