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What is the Earth System Grid Federation?
● The Earth System Grid Federation (ESGF) is an 

international consortium and a globally distributed 
peer-to-peer network of data servers using a 
common set of protocols and interfaces to 
archive and distribute climate and Earth system 
model output and related input, observational, 
and reanalysis data

● These data are used by scientists all over the 
world to investigate consequences of possible 
climate change scenarios and the resulting Earth 
system feedbacks

Logos represent primary international contributors:
US Department of Energy, NASA, NOAA, NSF, European 
IS-ENES Project, and Australian NCI



   ESGF Holdings are Large
● CMIP5 totals >5 PB 

(including replicas)

● CMIP6 totals >25 PB 
(including replicas)

● CMIP7 is expected to have 
more high resolution 
output & ensembles, 
totaling ~100 PB

● ESGF2-US will expand 
Federation holdings by 
adding other Earth science 
data projects for AI/ML, 
large ensembles, etc.

As of April 11, 2023



DOE’s Next 
Generation 

Earth System 
Grid Federation
● Three nodes 

co-located at 
DOE’s major 
computing 
facilities

● Replicating 
data from the 
global 
Federation

● Providing 
cloud indexing 
and tape 
archiving
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ESnet Global Connectivity

Global ESnet interconnectivity—including high 
speed connections to London, Amsterdam, and 

Geneva—will enable rapid data replication 
across most of the Federation data nodes

ESGF2-US is making use of the 
high bandwidth between DOE 
labs and HPC centers

Data is automatically 
migrated and cached 
across ORNL, ANL, and 
LLNL sites



intake-esgf: Programmatic Access to ESGF

● intake-esgf provides programmatic 
(Python), API for data search, access and 
download

● intake-esgf queries all ESGF indices 
(Solr/Globus/STAC) across the 
federation and provides data from best 
available ESGF node transparent to the 
users

● Provides faceted search based on CMIP 
controlled vocabulary 

● Intelligently determines the quickest way to access 
data (download, Globus Transfer, stream, load 
locally)

● Interfaces directly with both SOLR + Globus indexes

Repository: https://github.com/esgf2-us/intake-esgf
Documentation: https://intake-esgf.readthedocs.io/
Installation: PyPI and Conda-forge

https://github.com/esgf2-us/intake-esgf
https://intake-esgf.readthedocs.io/


intake-esgf
Search ESGF catalog



intake-esgf
Search ESGF catalog + Load data using Xarray 



intake-esgf
Search ESGF catalog + Load data using Xarray + Analysis



intake-esgf: supported access method
intake-esgf supports a number of access methods, using a default order of priority that can be 
configured by the user:
1. Use local paths if files are found to be present (previously downloaded or directly available).
2. Use remote links if the user indicates prefer_streaming=True  and access links are present in the 

file records (OPeNDAP for now, expandable to Zarr/Kerchunk/VirtualZarr).

3. Use Globus Transfer to move files if a destination globus_endpoint=UUID  has been given and files 
are present on at least one source Globus endpoint.

4. Download the remaining files using a threaded https transfer



Web Processing Services: Server-Side Compute
● Builds upon capabilities being 

developed by ESGF partners, in 
coordination with Compute Working 
Team

● Kubernetes-based deployment with 
direct access to ESGF data stores

● Currently supports a limited set of 
data subsetting, regridding and 
analysis

● We are adding a richer set of 
scientific analysis functions such as 
calculation of trends, identification 
of extreme hot/cold days, ENSO 
indices, climate sensitivity, 
climate-carbon cycle feedback 
metrics etc.

ROOK: Remote Operations On Klimadaten

Containerized WPS 
using Kubernetes 

(ORNL)
Multi-Petabyte Store 

of CMIP Data
Notebooks in Users’ 
Environment/Cloud

Rooki Python Client

ROOK/WPS has been deployed at the ORNL node with access 
to CMIP6, CMIP5 and Obs4MIP data collections. Supports 
spatio-temporal subsetting, averaging and regridding. 

https://github.com/roocs

https://github.com/roocs/rook


rooki for server side subsetting and analysis



Server-side computing using Globus Compute
Custom, Vetted Compute Functions
● Leverages existing tools from ROOK

● Enables custom functions (e.g., ENSO)

● Users do not need HPC access 
(controlled at the GLOBUS group level)

● Documentation for running your own 
function



Globus Compute example
Globus compute executor Compute Function



Computational Platforms
ESGF2-US tools and APIs are being designed to be platform agnostic, but to allow 
computations close to the data we are developing computational platforms 
(JupyterHub) at core ESGF2-US nodes:
● JupyterHub on Nimbus cluster at Lawrence Livermore National Laboratory

● JupyterHub on OLCF Onyx at Oak Ridge National Laboratory



Ongoing enhancements
Model-model and model-data evaluations
● Intercomparison of models, and evaluation against observational benchmarks 

● Frequently used and standardized model-model and model-comparisons as 
server-side function to enhance scientific analysis while avoiding the need to 
download large volume of data

● Leverage and integrate benchmarking libraries, such as PMP, ILAMB, 
ESMValTool, etc. 

● Closely coordination with CMIP Model Benchmarking Task Team activities and 
planned Rapid Evaluation Framework.



Ongoing enhancements
HPC integration for server side analysis
● Slurm integration with WPS to deploy compute intensive tasks on available HPC 

resources

● Synchronous vs asynchronous compute functions

● Further testing and expansion of Globus Compute capabilities

● Leverage ongoing developments within ASCR IRI initiative
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