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Aptima’s S&T focus is on technology 
innovation for measuring and 

optimizing human, AI, and integrated 
human-AI performance

Human
Automation (AI)

Human-AI

System of Teams

Aptima’s Mission Statement: Aptima optimizes human, AI and HAI performance. 
We apply scientific innovation and disciplined engineering to advance training and learning 
and empower teams to transform the work of the future. 
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Motivation

The doubling rate of papers per month is roughly 23 months

Krenn, M., Buffoni, L., Coutinho, B., Eppel, S., Foster, J. G., Gritsevskiy, A., ... & 
Kopp, M. (2023). Forecasting the future of artificial intelligence with machine 
learning-based link prediction in an exponentially growing knowledge 
network. Nature Machine Intelligence, 1-10.

Horawalavithana, Sameera, et al. Anticipating Technical Expertise and Capability Evolution in Research 
Communities using Dynamic Graph Transformers." 2023.
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Our Team’s LLMs and MFMs for Science

https://openreview.net/pdf?id=iUUvNqUzJX2 https://aclanthology.org/2022.bigscience-1.12.pdf https://openreview.net/pdf?id=7UudBVsIrr 

https://openreview.net/pdf?id=iUUvNqUzJX2
https://aclanthology.org/2022.bigscience-1.12.pdf
https://openreview.net/pdf?id=7UudBVsIrr
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Multimodal Scientific Knowledge
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Scaling AI for Scientific Discovery for Chemistry

Science Benchmarks
Best zero-shot performance in chemistry college-level and 

general science questions outperforming 
GPT-2 models

Diversity Effect
XLarge models trained with combined abstract data achieved 

lowest perplexity in language modeling

Scaling Effect
Larger models need to be trained with more tokens to achieve 

better performance by diversifying knowledge

Temporal Effect
Question answering and reasoning zero-shot task 

performance improve over time when learning from 
temporally-ordered documents

Foundation Models of Scientific Knowledge for Chemistry: Challenges, 
Opportunities and Lessons Learned. Big Science Challenges and 
Perspectives in Creating Large Language Models Workshop. 
Association for Computational Linguistics 2022.

https://aclanthology.org/2022.bigscience-1.12/
https://aclanthology.org/2022.bigscience-1.12/
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Science Benchmarks
Hendrick's Test Example (College QA)

Question: A buffer is made from equal concentrations of a weak acid and its 
conjugate base. Doubling the volume of the buffer solution by adding water has what 
effect on its pH? 

Choices:

A. It has little effect

B. It significantly increases the pH.

C. It significantly decreases the pH.

D. It changes the pH asymptotically to the pKa of the acid.

Answer: A

Question: The T2 of an NMR line is 15 ms. Ignoring other sources of linebroadening, 
calculate its linewidth.

Choices:

A. 0.0471 Hz B. 21.2 Hz C. 42.4 Hz D. 66.7 Hz

Answer: B

Question: Chlorofluorocarbons (CFCs) such as F3CCCl3 are implicated in the 
decomposition of stratospheric ozone. Which of the following methods would be best 
suited to measurement of trace amounts (sub-ppb) of CFCs in an air sample?

Choices:

A. Gas chromatographic separation of the air sample on a capillary column 
followed by electron capture detection

B. Gas chromatographic separation of the air sample on a packed column followed 
by thermal conductivity detection

C. Gas chromatographic separation of the air sample on a capillary column 
followed by flame ionization detection

D. Conversion of the sample of the chlorinated compounds to chloride ions, 
followed by titration with Ag+

Answer: A

Question: Which of the following metal ions cannot be used as a paramagnetic 
quencher?

Choices:

A. Ti3+ B. Cr3+ C. Fe3+ D. Zn2+

Answer: C

Question: Of the following ions, which has the smallest radius?

Choices: 

A. K+ B. Ca2+ C. Sc3+ D. Rb+

Answer: C

Question: Of the following ionic substances, which has the greatest lattice enthalpy?

Choices:

A. MgO B. MgS C. NaF D. NaCl

Answer: D

Prompts are in Blue Model answers are in Black
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Cross-Disciplinary Multimodal Scientific Reasoning

https://arxiv.org/abs/2307.01139 

SOTA LLMs like Llama 2, Galactica, 
FlanT5, and UnifiedQA still perform 
poorly on NuclearQA, with the best 
model (Llama 2) only able to fully 

answer 16% of questions correctly.

LLaMA-SciTune (13B) model 
outperforms human performance; 

models pretrained across modalities 
perform better than the model 
pretrained only with captions. 

Retrieving structural knowledge 
helps to improve the overall 

performance for intra and inter-
disciplinary reasoning: science 

Q&A and document classification
https://arxiv.org/abs/2311.04348 https://arxiv.org/abs/2310.10920 

Presenter Notes
Presentation Notes
Learning to retrieve right knowledge and reason with evidence
Structure-Aware LLMs for Interdisciplinary Science
Multimodal Agents for Scientific Reasoning

https://arxiv.org/abs/2307.01139
https://arxiv.org/abs/2311.04348
https://arxiv.org/abs/2310.10920
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Scientific Knowledge 
Generation
Summarization
QA/Research gap 
extraction
Cross-disciplinary 
translation 

Prompt 
engineering, 

post-hoc 
prompting

Retrieval 
Augmented 
Generation 
(RAG) + KG

Aptima’s Digital Sidekick
User-Centric Design & Development

Aptima’s Testbed

RAG

Scientific Collaboration
Recommendation
Teaming
Partnerships

+
Nuclear physics
Material science
AI/Data science

Relational
Knowledge

S2ORC

Develop FusionSci user-centric design to 
enable cross-disciplinary knowledge 
exchange and generation

Advance Aptima’s GenAI testbed to 
facilitate cross-disciplinary knowledge 
generation and validation

Perform user studies with scientists on 3+ 
cross-disciplinary use cases (nuclear 
physics, material science, AI/data science)

JLab

Science 
benchmarks

User 
studies

LiteLLM:
• LLaMa3.1
• Mistral
• GPT4o

Scientific
Texts + Images PNNLNREL

Agen
ts

FusionSci Approach Overview

+

Presenter Notes
Presentation Notes

GPT4Turbo (API) 
Claude3 (API)
Phi2 (self-host in Bedrock)
AI2 OLMO (S2ORC) (self-host in Bedrock)
LLaMa3 (Available Bedrock)
Mistral or LLama3 fine-tuned on SciCap/ArxivCap/ST2RC
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Compound AI systems with multiple calls to 
models, retrievers, or external tools

• 60% of LLM applications use some 
form of retrieval-augmented 
generation (RAG), and 30% use multi-
step chains

• Chaining strategy that exceeded GPT-
4’s accuracy on medical exams by 9%

• RAG, self-refinement, prompt-tuning 
and supervised fine-tuning techniques 
guide models in utilizing external 
knowledge.

 

Compound AI Systems

https://bair.berkeley.edu/blog/2024/02/18/compound-ai-systems/ 

https://bair.berkeley.edu/blog/2024/02/18/compound-ai-systems/
https://arxiv.org/pdf/2005.11401.pdf
https://arxiv.org/pdf/2005.11401.pdf
https://bair.berkeley.edu/blog/2024/02/18/compound-ai-systems/
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• In agentic workflows, LLMs/MFMs 
might be:

• prompted repeatedly to reflect on and 
improve its output

• use tools
• plan and execute sequences of steps
• implement multiple agents that 

collaborate with each other. 

• In such settings, we might:
• easily generate hundreds of thousands 

of tokens or more before showing any 
output to a user

• improve model evaluation. 

Agentic Workflows

https://arxiv.org/pdf/2401.03568 

https://arxiv.org/pdf/2401.03568
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FusionSci Backend Architecture

User 
studies

Science 
benchmarks

Presenter Notes
Presentation Notes
Query expension
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NIST AI Risk Management Framework (AI RMF)

https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf 

Characteristics of Trustworthy AI Systems

https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf
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 Accountability: Relative reliability 
when applied in key circumstances 
(operational datasets, problem sets, 
tasks, and scenarios)

 Robustness: Quantitative metrics for 
testing resiliency to variations in data 
input

 Transparency of model behavior and 
identify points of failure through data 
inputs and model predictions trust in 
AI/ML in operational setting

Beyond Classic AI/ML Performance Measures

ESTEEM[2] Visualizing spatiotemporal embeddings 

CrossCheck[1] Understanding representative 
data and reason for model misclassifications

[1] CrossCheck: Rapid, Reproducible, and Interpretable Model 
Evaluation. Arendt, D., Shaw, Z., Shrestha, P., Ayton, E., 
Glenski, M., and Volkova, S. ACL Workshop on Data Science 
with HITL. 2021.

[2] ESTEEM: A Novel Framework for Qualitatively Evaluating and 
Visualizing Spatiotemporal Embeddings in Social Media. D. 
Arendt, and S. Volkova. ACL’17 

[3] W. Wu, D. Arendt, S. Volkova. (2021) Evaluating Neural 
Machine Comprehension Model Robustness to Noisy Inputs 
and Adversarial Attacks. EACL’21.

Presenter Notes
Presentation Notes
Responsible: datasheets, model and systems cards
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Towards Autonomous Scientific Discovery

Encode scientific 
knowledge to 

inform autonomous 
agents’ 

experiments and 
hypothesis testing.

Enable robots to 
read, understand, 
generate scientific 
texts to interpret 

experimental 
results. 

Enable robots to 
recognize objects, 

read 
instrumentation, 

and visually guide 
experiments.

Presenter Notes
Presentation Notes
Reinforcement learning and simulation-based training 
Sim-to-real transfer 
Distributed learning 
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Generative AI for Science

LLM and Foundation Model Training and Fine-Tuning
• Horawalavithana, S., Ayton, E., Sharma, S., Howland, S., Subramanian, M., Vasquez, S., ... & Volkova, S. (2022). Foundation models of 

scientific knowledge for chemistry: Opportunities, challenges and lessons learned. In Proceedings of BigScience Episode# 5--
Workshop on Challenges & Perspectives in Creating Large Language Models

• Dollar, O. W., Horawalavithana, S., Vasquez, S., Pfaendtner, W. J., & Volkova, S. (2022). MolJET: Multimodal Joint Embedding 
Transformer for Conditional de novo Molecular Design and Multi-Property Optimization. 

• Botzer, N., Horawalavithana, S., Weninger, T., & Volkova, S. (2022). Lessons from Developing Multimodal Models with Code and 
Developer Interactions. In I Can't Believe It's Not Better Workshop: Understanding Deep Learning Through Empirical Falsification.

Causal Discovery and Reasoning
• Volkova, S., et al. (2023). Explaining and predicting human behavior and social dynamics in simulated virtual worlds: reproducibility, 

generalizability, and robustness of causal discovery methods. Computational and Mathematical Organization Theory, 29(1).
• Saldanha, … S. Volkova. (2020). Evaluation of Algorithm Selection and Ensemble Methods for Causal Discovery. In Causal Discovery & 

Causality-Inspired Machine Learning Workshop at Neural Information Processing Systems. 
• Glenski, M., & Volkova, S. (2021). Identifying Causal Influences on Publication Trends and Behavior: A Case Study of the Computational 

Linguistics Community. In Proceedings of the First Workshop on Causal Inference and NLP (pp. 83-94).
• Guo, G., Glenski, M.F., Shaw, Z.H., Saldanha, E.G., Endert, A., Volkova, S., & Arendt, D.L. (2021). VAINE: Visualization and AI for natural 

experiments. IEEE VIS 2021.
• Cottam, J.A., Glenski, M.F., Shaw, Z.H., Rabello, R.S., Golding, A.J., Volkova, S., & Arendt, D.L. (2021). Graph comparison for causal 

discovery. Visualization in Data Science 2021.
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Robustness
• W. Wu, D. Arendt, S. Volkova. (2021) Evaluating Neural Machine Comprehension Model Robustness to Noisy Inputs and Adversarial Attacks. EACL’21.
• M. Glenski, E. Ayton, R. Cosbey, D. Arendt, and S. Volkova. (2020). Towards Trustworthy Deception Detection: Benchmarking Model Robustness across 

Domains, Modalities, and Languages. International Workshop on Rumors and Deception in Social Media at COLING.
• M. Glenski, E. Ayton, R. Cosbey, D. Arendt, and S. Volkova. (2021). Evaluating Deception Detection Model Robustness To Linguistic Variation." In International 

Workshop on Natural Language Processing for Social Media (SocialNLP).
Transparency
• Volkova, S., Ayton, E., Arendt, D., Huang, Z., & Hutchinson, B. (2019). Explaining Multimodal Deceptive News Prediction Models. Proceedings of the International 

AAAI Conference on Web and Social Media.
• Arendt, D., & Volkova, S. (2017). ESTEEM: A novel framework for qualitatively evaluating and visualizing spatiotemporal embeddings in social media. Proceedings 

of ACL 2017, System Demonstrations.
Reliability
• Arendt, D., Huang, Z., Shrestha, P., Ayton, E., Glenski, M., & Volkova, S. (2021). CrossCheck: Rapid, Reproducible, and Interpretable Model Evaluation. 

Workshop on Data Science with Human-in-the-loop: Language Advances (DaSH-LA) colocated with NAACL 2021.
• Arendt, D., E. Grace, and S. Volkova. (2018). Interactive machine learning at scale with CHISSL. In Thirty-Second AAAI Conference on Artificial Intelligence.
• S., Emily, L. M. Blaha, A. V. Sathanur, N. Hodas, S. Volkova, and M. Greaves. (2019). Evaluation and Validation Approaches for Simulation of Social Behavior: 

Challenges and Opportunities." In Social-Behavioral Modeling for Complex Systems.
Human-AI Integration and Trust
• Carmody, K., Ficke, C., Nguyen, D., Addis, A., Rebensky, S., & Carroll, M. (2022). A Qualitative Analysis of Trust Dynamics in Human-Agent Teams (HATs). 

In Proceedings of the Human Factors and Ergonomics Society Annual Meeting (Vol. 66, No. 1, pp. 152-156). Sage CA: Los Angeles, CA: SAGE Publications.
• Rebensky, S., Carmody, K., Ficke, C., Carroll, M., & Bennett, W. (2022). Teammates instead of tools: The impacts of level of autonomy on mission performance 

and human-agent teaming dynamics in multi-agent distributed teams. Frontiers in Robotics and AI, 102.
• Rebensky, S., et al. (2021) Whoops! Something went wrong: Errors, trust, and trust repair strategies in human agent teaming. Artificial Intelligence in HCI: Second 

International Conference, AI-HCI 2021, Held as Part of the 23rd HCI International Conference, HCII 2021, Virtual Event, July 24–29, 2021, Proceedings. Cham: 
Springer International Publishing.

• Ezer, N., Bruni, S., Cai, Y., Hepenstal, S. J., Miller, C. A., & Schmorrow, D. D. (2019). Trust engineering for human-AI teams. In Proceedings of the Human Factors 
and Ergonomics Society Annual Meeting (Vol. 63, No. 1, pp. 322-326). Sage CA: Los Angeles, CA: SAGE Publications.

Safe, Secure and Trustworthy AI
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