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Goal: Aim to address the big data challenges in scientific workflows with data 
compression
• Scientific workflows today are highly dependent on data 
• STEM microscopes at PNNL can generate 1100 frames per second, which 

leads to more than 5 GB/s of data generation
• The rate is projected to be 100 GB per second with the latest parallel 

detectors

Overview

Closed-loop scientific workflow 

Compression

Problem
Scientific data compression:
• Lossless compression (no information loss; relatively lower compression ratio)

• Compression ratio = original size/compressed size
• Lossy compression (information loss/noise; relatively higher compression 

ratio)
• Artificial Intelligence (AI)-based compression

• Preserves fine texture details very well even at a high compression ratio
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Problem: AI-based compression is much (10-50x) slower than traditional 
compression algorithms

Solution

Lessons Learned 

Solution: A high-performance AI-based compression platform/interface to 
control high data generation rate, targeting instant feedback, low-latency, high-
throughput, etc. 

• Language language modeling is compression naturally 
• LLM-based lossless compression is evaluated on multimodal scientific data
• A multimodal scientific dataset is constructed, including text, 2D/3D images, 

recordings, tableau, high-dimensional, etc.

Thrust 1: LLMs-based Compression for multimodal scientific data

Thrust 2: Pipeline parallelism for LLM compression workflow

Pipeline parallelism
• Better data locality
• Less memory footprint
• Asynchronous processing 

Data-model-Load
(Data Loading)

Inference
(Inference Kernels)

LLMs
(Kernels)

Data-write
(Data Writing)

Step 1. Break the compression workflow into independent modules 

Step 2. Implement pipeline parallelism among modules
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• Foundation models hold tremendous potential for multimodal data 
compression. However, substantial training and fine-tuning (over one million 
epochs) are required to achieve noticeable compression ratio improvement

• Compression based on foundation models is significantly slower than traditional 
AI-based methods and conventional techniques (like JPEG). Reducing 
compression latency is a critical challenge for practical applications
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